
1Overview

The attenuation induced by the medial olivocochlear (MOC) response and the acoustic reflex 
(AR) may contribute to enhanced recognition of speech in noise. 

We show an improvement in recognition rates using a computer model of the auditory periphery 
that has been adapted to simulate these functions as a front-end to an automatic speech 
recogniser. [SLIDES 2-4]

The model, in the form of a ‘hearing dummy’, is also used to illustrate a reduction in 
identification of speech in noise when hearing is impaired through pathology of the basilar 
membrane response. [SLIDE 5]

The dummy is then used to assess the benefits of using a novel hearing aid that incorporates 
both instantaneous compression and MOC-like feedback compression. It can also be used to 
fine-tune parameter settings for the aid in the absence of the patient. [SLIDES 6-7]
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2New dynamic-MOC simulation
• Ferry and Meddis (2007) constructed a model of MOC efferent control. For this, a fixed 

attenuation was applied to the input of the non-linear path of the DRNL cochlear model.
• Brown et. al. (2010) used this model as the front end to an automatic speech recognizer, 

and showed improved recognition rates when the attenuation was applied.
• Here, we present a dynamic MOC model, where attenuation is regulated in a feedback 

loop illustrated by the dashed line in the schematic. In the interest of computational 
efficiency, the regulating signal is derived directly from the auditory nerve firing pattern. 

• For a physiologically plausible model, see poster #26.

Parameterization

•Liberman’s (1988) physiology data shows the spiking activity of efferent neurons as a function of 
stimulus level. The data is reproduced on the left in green.

•Under the speculative assumption that the dB-attenuation resulting from the MOC response is 
proportional to the firing rate, the simulated MOC response can be tuned to match the physiology data 
as shown by the data plotted in red.

Effect on rate-level functions
•Applying attenuation to the non-linear path of the DRNL causes right-shifting of the rate-level function 
of a simulated inner hair cell (IHC). 
•This mediates the threshold of the system, forcing relatively low-intensity acoustic information below 
spontaneous rate within each channel.
•The attenuation shifts the working range of the IHC, making best use of its dynamic range for a given 
stimulus. 
•The figure shows the adapted rate-level functions of a simulated IHC after the MOC-induced 
attenuation has settled after a period of noise exposure.
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The first half of this poster introduces a model of the MOC, where the gain is mediated by a within channel 
feedback loop. The feedback loop is parameterised to fit Liberman’s (1988) physiology data. The same 
parameters are applied to each frequency channel of the model to keep things simple for now. However, while 
simple, this first approximation provides great benefits to speech in noise recognition rates as shown in slide #4. 
The efferent attenuation has the effect of shifting the rate-level functions to higher levels within affected 
channels.
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3Effects of the simulated MOC 
efferent

Auditory spectrogram showing the simulated firing probability information in each channel of 
the auditory nerve as a function of time in response to the utterance “2841”.

Response of the model to the same utterance presented in babble at 10-dB SNR. Word 
boundaries become less defined and the response to onsets is less vigorous due to 
adaptation.

Left: speech-in-noise auditory spectrogram with fixed, 15-dB efferent 
attenuation. 

Right: Efferent attenuation shown as a function of channel and time 
(intentionally uniform for comparison purposes).

Same as above, but using the self-regulating model. The dynamic model 
acts as an adaptive filter, changing the attenuation relatively slowly over 
time according to the spectral shape of any competing noise.

Fixed

Dynamic
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The purpose of this slide is to:

Compare the previously used static efferent simulation with the new dynamic efferent simulation.
Show the effects of efferent attenuation on an auditory spectrogram (plot of firing probability within each frequency band as a 

function of time).

A value of 15 dB was used as the comparison point for the fixed attenuation as it provides the best recognition rates using this 
noise sample at a level of 10-dB SNR (see slide #4). The dynamic efferent based on the parameters shown in the previous slide 
provides more attenuation to the mid range frequencies and less attenuation to the frequencies at the extremities, where the 
noise contains less energy.

The main effects of the efferent attenuation are that:

It provides a release form adaptation, whereby the inner haircell is less fatigued by the noise when the efferent is enabled and is 
therefore able to fire more vigorously to the onsets of each speech sound in the utterance.

It forces most of the noise-related firing information below the spontaneous rate of the cell. This thresholding effect will only work 
when the SNR is positive. The intent is not to suggest that noises presented at positive SNRs are rendered completely 
inaudible to the listener, because we know that a 50 dB noise is audible in the presence of 60 dB speech. However, the 
listener has a vast array of different fibres conveying information to higher processing centres, each with different rate-level 
functions that will be effected uniquely by the efferent attenuation. The thresholding effect can provide very clean 
representations of the speech to higher processing stages, which may put a higher weighting on fibres containing the most 
useful speech information, perhaps modulated by very high level brain function.
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4Automatic speech recognition
• The auditory model was evaluated on a spoken digit test (the bisyllabic digits “seven” and “zero” were excluded).
• HMM-based digit recogniser implemented in HTK: word models with 16 emitting states, observations modelled by 
Gaussian mixture models with 7 components.
• The test set consisted of 358 digit triplets presented in 20-talker babble at SNRs between -10 dB and 20 dB.
• Each digit triplet was scored out of three, with a point awarded only for the correct digit in the correct position.
• The same test was administered to human listeners (Robertson et al., 2010).

•A fixed10-dB broadband-attenuation applied to the non-linear path provides better 
recognition rates for a stimulus in noise compared to a model with no efferent 
attenuation as shown originally by Brown et. al. (2010).

•The “cherry picked” data shows the best recognition score at each SNR, given 
broadband attenuation values of 0, 2, 4, 8, 10, 15, 20, 25, 30 dB.

•The within-channel attenuation regulated by feedback is mostly able to exceed the 
recognition rates of the cherry picked broadband attenuation.

•The machine performance is approaching, but is still inferior to, human performance.

Future plans

•While the attenuation applied in each channel is independent, the feedback 
parameters are currently equal in all channels. Further benefits may be possible if 
the parameters are tuned on a within-channel basis.
•The ability of the self-regulating MOC attenuation to generalise well to different 
types of noise should also be demonstrable.
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This slide shows the systematic improvements that can be achieved using increasingly  powerful models of the MOC efferent.

The automatic recognition rates are still far from the performance achieved by human listeners. However, we are generating 
features for the recogniser that are derived directly from the rate representations conveyed by the auditory nerve. Human 
listeners are likely to use a combination of complex signal transforms to decode speech, that may well give a much more robust 
set of features. However, all auditory information is derived from the initial rate representation of the stimulus, and so improving 
performance of such a simple recogniser is likely to have knock on effects when a more complex feature extraction is used.
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5Simulating OHC dysfunction
•An outer hair cell (OHC) dysfunction can be simulated by reduction of the ‘a’ 
parameter in the DRNL model. This decreases the gain applied in the non-linear path, 
reducing the basilar membrane (BM) displacement for a given stimulus intensity (left).

•The ‘a’ value used in the normal model presented in the previous slides was 103. For 
purposes of demonstration, a value of 400 is used to represent impaired hearing. 
However, the ‘a’ value can be tuned for a specific listener (assumed to have OHC 
dysfunction) by matching the psychophysical profiles (bottom-left fig.) generated by 
the machine and the human.

•Reducing the ‘a’ value raises thresholds and simultaneously reduces the headroom in 
terms of dB HL before the BM response is dominated by the linear filter. This results in 
a broadening of the iso forward masking contours (IFMCs) visible in the impaired 
profile.

•ASR performance of the impaired model 
is lower than that of the normal model, 
even when the signal is ‘audible’ to the 
model (60 dB).

•Due to the relative inactivity of the non-
linear path in the DRNL, the simulated 
MOC response provides little benefit to 
the recognition scores.
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The second part of this poster looks at how ASR can be used to tune the parameters of a novel hearing aid in the absence of the 
patient. The novel hearing aid used a within channel dynamic feedback compressor to simulate the MOC function, as well as 
instantaneous compression like that observed on the basilar membrane.

Stage 1: Measure a psychometric profile for the impaired listener. This gives information about hearing thresholds and any 
residual frequency selectivity/compression.
Stage 2: The computer model of the auditory periphery is able to complete the exact same tasks presented to the listener. By 
tweaking parameters of the normal hearing model, we attempt to match the listener data using the model as closely as possible. 
This is currently a manual process but it could be automated in the future. For this example, we simulate an OHC loss/
dysfunction by reducing the gain in the non-linear path of the DRNL cochlear model.
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6Fitting the aid parameters

STEP 
1

STEP 
2

STEP 
3

APPLY GAIN
•Gain must be applied or low intensity sounds will be inaudible to the impaired model.
•For this demonstration, a gain is applied to equalize the pure tone thresholds of 
normal and impaired models.

INSTANTANEOUS COMPRESSION
•The impaired model detailed on the previous slide has residual compression that 
kicks in at around 20-dB HL. However, the compressed region only exists between 
about 20- and 35-dB HL.
•For this demonstration, the instantaneous compression threshold is set to 36-dB HL.

MOC EFFERENT COMPRESSION
•The recognition scores generated using an impaired auditory model showed little benefit from 
the efferent attenuation (previous slide).
•Therefore, the MOC controlled feedback compression is simulated in the hearing aid to 
mimic the data shown in slide #2. A threshold of 20-dB HL is used in conjunction with a 
compression ratio of 0.5 dB out/dB in.

We have recently developed a novel hearing aid algorithm based on a simplified model of the 
auditory periphery. The simplified model can be programmed to overcome some of the hearing 

deficits of an impaired model/listener.
For a detailed description about the hearing aid, see poster # 108
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This slide shows how one may fit the aid parameters by looking at the difference between normal and impaired profiles. 
Currently, the gain and instantaneous compression can be fit by a simple subtraction process. However, the optimum MOC 
settings may be best optimised using the ASR system. For this demonstration, a MOC compression is applied that has similar 
threshold, but slightly shallower slope than the physiology data suggests.
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7Evaluating simulated aided 
performance Speech 

recogniz
er

Impaire
d modelAidStimulusThe cascade of processes used to evaluate the aid is shown by the diagram to the right.

1) Overall hearing aid benefits.

• Unaided, the stimulus used was barely audible (40 dB SPL) to the impaired 
model, so the recognition rates were poor.

• The aided impaired-model scores were much closer to the normal-model 
scores.

2) Breakdown of benefits provided by individual signal processes within the aid.

• Applying gain without compression makes the stimulus audible. However, linear filters dominate the BM 
response just above threshold, resulting in broader filters that provide relatively poor spectral features for 
the recogniser.

• The use of instantaneous compression improved recognition rates at high SNRs, while the slower MOC 
compression improved recognition rates at less favourable SNRs. The combination of the two 
compression schemes generally equalled or exceeded the best recognition rate attained by either strategy 
alone. There is still plenty of room for improvement!
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The hearing aid is evaluated buy cascading the stimulus, aid, impaired model and speech 
recogniser. The recognition rates between the normal, impaired-unaided and impaired-aided front 
ends can then be compared.

The unaided-impaired model performs very poorly when the speech stimulus is presented at an 
RMS level that is close to threshold. The normal hearing model performs comparatively well. The 
aided-impaired model performs considerable better than when unaided.

The lower plot shows that this increase in performance is not due to an increase in audibility (gain) 
alone, but that the compression techniques play an important role at different SNRs.

The region where the biggest performance differences exist between impaired- and normal-hearing 
listeners is at negative SNRs. Unfortunately, due to current limitations with ASR technology, we are 
unable to achieve much performance at poor SNRs. However it is reasonable to suggest that the 
improvements in performance observed by aiding the impaired model at higher SNRs in the ASR 
domain may extrapolate to lower SNRs in the human-listener domain where performance benefits 
are unobservable using the current ASR method.
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8Basic acoustic reflex simulation
IHCDRNL ΣOME

Stapes

•Using a similar method to the cochlear efferent 
simulation, it is possible to implement an 
acoustic reflex (AR) feedback loop providing 
attenuation applied at the the stapes.

•Broadband sounds are known to drive the 
acoustic reflex at lower levels than narrowband 
sounds, so the feedback control signal is derived 
from the mean firing rate across all channels.

•The acoustic reflex is tuned to provide 
attenuation from the input level where the MOC 
efferent attenuation reaches asymptote.

•Plot showing 80-dB speech in 70-dB 
noise with both the cochlear and 
stapedius efferent mechanisms active.

•The cochlear attenuation is saturated in 
most channels at this stimulus level.

•Broadband attenuation is still being 
provided by the AR response at high 
levels.

Compared to a model devoid of efferent 
feedback, the attenuation from the MOC 
efferent simulation provides clear benefits to 
speech-in-noise recognition rates over a 
range of stimulus levels.

While the acoustic reflex model is at an early 
stage of development, there are measurable, 
further benefits to speech-in-noise recognition 
rates at higher stimulus intensities.

Wednesday, September 28, 2011



notes

15

The auditory periphery is highly non linear and the representations of a stimulus change dramatically 
with increasing level, especially in the absence of any efferent processing. One would expect the 
recognition performance of the model to drop once stimulus levels exceed the point at which the MOC 
response has reached asymptote. A novel acoustic reflex simulation provides broadband attenuation 
above this stimulus level, subtly improving recognition scores. With further parameterisation, we hope to 
see larger benefits from the inclusion of an acoustic reflex 
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